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Abstract. More and more documents on the World Wide Web are based
on templates. On a technical level this causes those documents to have
a quite similar source code and DOM tree structure. Grouping together
documents which are based on the same template is an important task for
applications that analyse the template structure and need clean training
data. This paper develops and compares several distance measures for
clustering web documents according to their underlying templates. Com-
bining those distance measures with different approaches for clustering,
we show which combination of methods leads to the desired result.

As more and more documents on the World Wide Web are generated auto-
matically by Content Management Systems (CMS), more and more of them are
based on templates. Templates can be seen as framework documents which are
filled with different contents to compile the final documents. They are a stan-
dard (if not even essential) CMS technology. Templates provide the managed
web sites with an easy to manage uniform look and feel. A technical side effect
is that the source code of template generated documents is always very similar.

Several algorithms have been developed to automatically detect these tem-
plate structures in order to identify and / or extract particular parts of a doc-
ument such as the main content. These structure detection algorithms depend
on training sets of documents which are all supposed to be based on the same
template. Only few works though address the problem of actually creating these
clean training sets or verifying that the documents in a given training set are
all based on the same template. Approaches trying to handle this problem usu-
ally involve clustering the documents to group together those which have large
structural similarities. However, to our knowledge this process has never been
analysed or verified itself.

In this paper we take a closer look at web document distance measures which
are supposed to reflect template related structural similarities and dissimilarities.
We will evaluate the distance measures both under the aspect of computational
costs and — given different clustering approaches — how suitable they are to
cluster documents according to their underlying templates. The evaluation is
based on a corpus of 500 web documents, taken from different sub-categories of
five different web sites.

We proceed as follows: In section 1 we give an overview over related works
in this fields, focussing in particular on distance measures for web documents



which take into account mainly structural information. In 2 and 3 we describe
six different distance measures in more detail and some standard cluster analysis
algorithms we used. The experiment setup and results are presented in section
4 before we conclude the paper in 5 with a discussion of the results.

1 Related Works

Several works address the challenge of recognising template structures in HTML
documents. The problem was first discussed by Bar-Yossef and Rajagopalan in
[1], proposing a template recognition algorithm based on DOM tree segmentation
and segment selection. Yang et al. proved in [2] the general problem of finding
an unambiguous schema representing a template to be NP complete.

Further practical solutions for template detection are discussed in various
works. We mention only a few solutions: Lin and Ho developed InfoDiscoverer
[3] which is based on the idea, that — opposite to the main content — template gen-
erated contents appear more frequently. To find these more frequent contents,
they introduce the concept of block entropy to filter redundant DOM blocks.
Debnath et al. used a similar assumption of redundant blocks in ContentExtrac-
tor [4] but take into account not only words and text but also other features
like image or script elements. The Site Style Tree approach of Yi, Liu and Li [5]
instead is concentrating more on the visual impression single DOM tree elements
are supposed to achieve and declares identically formated DOM sub-trees to be
template generated. A similar but slightly more flexible solution is presented by
Reis et al. in [6]. They introduce the top down tree mapping algorithm RTDM
to calculate a tree edit distance between two DOM trees. The RTDM tree edit
distance is used as well to perform a cluster analysis in order to find clusters of
different templates within the training set. Gibson et al. presented a site-level
template detection algorithm in [7]. It is used as well by Chakrabarti et al. in [§]
to automatise the building of training sets for a template detection algorithm.

Cruz et al. describe several distance measures for web documents in [9].
They distinguish between distance measures based on tag vectors, parametric
functions or tree edit distances. In the more general context of comparing XML
documents Buttler [10] stated tree edit distances to be probably the best but
as well very expensive similarity measures. Therefore Buttler proposes the path
shingling approach which makes use of the shingling technique suggested by
Broder et al. in [11]. An approach to compare the structure of DOM trees by
looking at the paths was already suggested earlier by Joshi et al. in [12]. Lind-
holm et al. [13] instead discuss possibilities to speed up calculating XML tree
differences. Shi et al. [14] propose an alignment based on simplified DOM tree
representation to find parallel versions of web documents in different languages.

The clustering techniques used in this paper are standard approaches. We
found a good overview and discussion of the methods in [15]. Kruskal describes
the problem of non-metric multidimensional scaling and an algorithm to solve it
in [16].



2 Distance Measures for Template Structures

In this section we are going to describe some existing and some new, tag se-
quence based measures for calculating distances between template based web
documents. We will focus on describing roughly the computation of the distance
and the complexity of the approach. For the later purpose we assume Dy and D>
to be two HTML documents containing ¢; tags and n; DOM nodes of which I;
are leaf nodes, ¢ = 1, 2. However, the number ¢; of tags can roughly be estimated
to be 2-n;, as in most cases a node in the DOM tree will correspond to two tags
in the document’s source code.

2.1 RTDM — Tree Edit Distance

Any tree edit distance measure is based on calculating the cost for transforming
a source tree structure into a target tree structure. For this purpose elemental
operations like inserting, deleting, replacing or moving nodes or entire sub-trees
in the tree structure are associated with certain costs to perform these opera-
tions. When it comes to tree edit costs for HTML DOM trees the problem is
usually simplified a bit, as the root node is known, the sibling nodes are ordered
and as the sub-trees (especially as we are talking about documents based on the
same template) are hardly ever changing their distance to the root node. There-
fore the problem of tree matching is often simplified to top-down hierarchical
tree matching. The RTDM algorithm [6] has proven to perform quite well in
calculating a tree edit distance for HTML documents.

We used a slightly modified version of the original algorithm, which requires
only linear space of degree O(n1), whereas the original algorithm needs quadratic
space'. Even though RTDM is reported to usually behave better in practice, it
still does have a worst case quadratic time complexity of order O(ny - ns).

2.2 CP — Common Paths

Another way to compare the structure of web documents is to look at the paths
leading from the root node to the leaf nodes in the DOM tree [12]. A path is
denoted e.g. by concatenating the names of the elements it passes from root to
leaf. For each document D it is then possible to represent it by the set p(D) of
paths it contains. A distance measure can be computed via the intersection of
the two path sets of two documents:

max(|p(D1)l, [p(D2)])

Computing the paths for the documents can be done in linear time of degree
O(ny1 + ng) with respect to the nodes. Using hashing, the intersection of two
resulting sets can be computed in expected linear time as well, this time respect
to the number of paths which corresponds to the number of leaf nodes.

dcp(D1,D2) =1

! The improvements correspond to computing the Levenshtein distance with linear
space, so we omit the details for the sake of brevity of the paper.



2.3 CPS — Common Path Shingles

A combination of the paths distance with a shingling technique was proposed by
Buttler in [10]. The idea is not to compare complete paths but rather breaking
them up in smaller pieces of equal length — the shingles. The advantage of this
approach is that two paths which are differing only for a small part, but are
quite similar for the rest, will have a large “agreement” on the shingles. The
shingling can be realised in a way that it does not add any substantial cost to
the computation compared to the CP distance.

So, if ps(D) provides the path shingles for a document D, the path shingle
distance can be computed similarly as above by:

lps(D1) N ps(D2)|

dCPS(D17D2) =1- max(|pS(Dl)|7 |pS(D2)|)

(2)

2.4 TV — Tag Vector

Thinking of the occurrence of tags as a typical feature of a document and in
particular of a template based document leads to the tag vector distance measure
[9]. Counting how many times each possible (i.e. complying with W3C’s HTML
recommendation) tag appears converts a document D in a vector v(D) of fixed
dimension N as the number of possible tags is limited. We used the Euclidean
distance as it is a standard way to compute distances in vector spaces:

N
drv (D1, Da) = | > (vi(D1) — vi(D2))? (3)
i=1

A critic often mentioned when using the Fuclidean distance for classification
or clustering is that it is sensitive to vector length. When it comes to measuring
templates of HTML documents this might instead be a desirable effect, as the
vector length corresponds to the number of tags, which itself might be quite
characteristic for a template. The computational costs correspond mainly to

creating the tag vectors and are of order O(t; + t2).

2.5 LCTS — Longest Common Tag Subsequence

The tag vector approach neglects the order of the tags in the document. To over-
come this drawback, the document’s structure can be interpreted as a sequence of
tags. The distance of two documents can then be expressed based on their longest
common tag subsequence. The longest common tag subsequence lcts(D1, Ds) is
the longest (but not necessarily continuous) sequence of tags which can be found
in both of the documents. However, computation of this distance is expensive, as
finding the longest common subsequence has quadratic complexity of O(t; - t2).
The longest common tag subsequence can be turned into a distance measure by:

|lCtS(D1, D2)|

d Dy, Dp) =1 - ——————"~
rers(D1, D2) max(|D1|,|Dz|)

(4)



2.6 CTSS — Common Tag Sequence Shingles

To overcome the computational costs of the previous distance measure we utilise
again the shingling technique. Breaking up the entire sequence in a set of shingles
ts(D) allows to maintain a certain context for each tag without having to look at
the complete document. Thus, applying shingling reduces computational costs
for this distance to O(t; + t2). The distance can then be computed similar to
the path shingle distance:

|ts(D1) N tS(D2)|
max([ts(D1)l, [ts(D2)])

derss(D1,D2) =1— (5)

3 Clustering Techniques

Cluster analysis is a vast field of ongoing research. We have applied three different
techniques which we will describe briefly and straight away in the context of the
given application.

3.1 Multidimensional Scaling

Multidimensional scaling (MDS) is a technique to find a configuration of data
points in a (possibly low-dimensional) vector space which represent best a given
distance matrix. MDS comes in two general flavours: metric for a distance matrix
which is in fact based on a (usually Euclidean) metric and non-metric if the
distances are computed in a different way or even estimated. It is commonly
used to reduce dimensionality of data to the essential dimensions. The aim is
often to achieve a 2D or 3D representation of the data allowing a visual analysis.

The latter was as well the intention of applying MDS on the distance matrices
computed for the template based documents. As the distances are not all fulfilling
the requirements of a metric, we had to apply non-metric MDS. Starting with
the result of a metric Principal Component Analysis as starting configuration
we used Kruskal’s algorithm to obtain a stable configuration.

3.2 K-Median Clustering

k-means clustering is a classical approach for clustering data. The basic idea is
to start with a configuration assigning randomly each of the documents to one
of k cluster. For all the clusters a centroid is computed, i.e. a document in its
centre. In an iterative process each document is now assigned to the cluster whose
centroid is closest. This creates new clusters and thereby new centroids for the
next step of the iteration. The iteration process is stopped if the configuration
is not changing any more or the changes of the centroids become minimal.

In k-means clustering the mean of the data items in each cluster is computed
and used as centroid. As in our case it is difficult to define a mean document, we
used an adaptation of the method which uses the median document as centroid
— hence the name k-median clustering. The median document is the document
which has overall minimum distance to all other documents in the same cluster.



3.3 Single Linkage

Unlike the previous method, hierarchical clustering methods do not require to fix
the number of clusters a-priori as a parameter. They start off with each document
forming a cluster on its own. The clusters are iteratively merged until only one
cluster remains. The information which clusters where merged at which step
during the iteration is represented as a tree structure. This so-called dendrogram
can be examined to determine different cluster configurations, e.g. due to cluster
size, average distance or number of clusters.

There are several ways to decide which clusters are merged and thereby to
compute the dendrogram. The single linkage approach is always merging those
two clusters for which the distance between two of the documents from the two
clusters is minimal over all inter-cluster distances.

4 Experiments

To evaluate the different distance measures we collected a corpus of 500 docu-
ment from five different German news web sites. Each web site contributed 20
documents from five different topical categories: national and international poli-
tics, sports, business and IT related news. The idea for taking into the corpus not
only documents from different web sites but to cover as well different sections
within those is to see how well the measures can cope with the slight changes in
the templates which usually occur within the categories of a web site.

While computing the distance matrices for the 500 documents we measured
the time needed to compute the distance matrix for an increasing number of
documents. The graph in figure 1 shows the time in seconds needed for com-
puting (symmetric) distance matrices depending on the number of documents
involved and using the different distance measures. While obviously the R DM
and tag sequence approach are very time consuming already for small document
collections, the other measures can be computed reasonably fast. Tag sequence
shingling is on average taking twice as long as the path shingle approach, which
itself is slower than the paths distance measure by a factor of about 1.5. The
tag vector distance can be computed fastest, probably because there is no need
to handle sets and their intersections.

The resulting matrices for all 500 documents are interpreted in figure 2 in
a graphical way. The documents were arranged in the same order from left to
right for the columns and top down in the rows. The ordering grouped together
documents from the same web site and within each site from the same topic
category. Each pixel in the image represents the distance between two documents.
The closer two documents are to each other, the brighter the pixels are coloured.
Dark colours accordingly represent large distances between documents. In all
cases the distances have been normalised to convert a distance of 0 to white
pixels and the largest distance into black colouring.

The images confirm quite well that under all distance measures the docu-
ments based on the same template are having smaller distances than the doc-
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Fig. 1. Time needed to compute the distance matrix with the different distance mea-
sures, depending on the number of documents.
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Fig. 2. Distance matrices for 500 template based documents from five web sites.

uments from other web sites. As well the substructures of the different topic
categories can be seen quite well for most distance measures and web sites.

To further analyse how well the different underlying templates are separated
by the distance measures we computed the Dunn index. The Dunn index sets in
comparison the maximum distance d,,q, which occurs between documents based



on the same template with the minimum distance d,,;, which occurs between
documents based on different templates and is defined as:

dmin
The higher the value of D, the better the distance measure separates the
documents based on different templates. Table 1 shows the Dunn index for all
distance measures. The best results are achieved by the two shingling measures
and the paths method.

Table 1. Dunn index D for all distance measures.

Distance Measure|RTDM| TV| CP| CPS|LCTS| CTSS
Dunn Index | 0.4657]0.1031]1.1691]1.2272]0.6726|1.2901

Once the matrices had been computed the different cluster analysis methods
were applied to each of them. To get a first idea on how the documents could be
located relative to each other in a 2D vector space we used MDS as described
above to generate the images in figure 3. Here as well the clusters of the different
templates can be determined quite clear, but it becomes still more obvious that
their separation is not always as distinctive as it could be expected. However,
mapping the data into 2D space might reduce the dimensionality too much to
allow more than a first visual analysis.

To further evaluate the clusters computed by the k-median and the single
linkage algorithms we used different measures: the Rand index [17], cluster pu-
rity and mutual information (we found a good and brief introduction to those
last two measures in [18]). We explain these measures shortly and once again
straight away in terms of how they translate into the context of this paper of
web documents and underlying templates.

Rand Index: Given a ground truth providing a “correct” clustering of the
documents according to their underlying templates, the Rand index measures
how often a computed cluster configuration “agrees” with the ground truth.
In our case an agreement corresponds to the cluster analysis either claiming
correctly two documents to be based on the same template (i.e. being grouped
together in the same cluster) or to claiming correctly two of the documents
having different underlying templates (i.e. putting them in different clusters).
A disagreement accordingly corresponds to either putting documents together
in a cluster which have different underlying templates or to separate them in
different clusters though they are based on the same template. Therefore if A
and D are the number of agreements and of disagreements, the Rand index is:

A
R= 7
A+ D )
Purity: The purity of a single cluster compared to a ground truth is providing
a measure of how many documents based on the same template are lying within
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Fig. 3. Using MDS to map the documents onto data points in a 2D vector space.

this cluster. Given a cluster ¢; and nl(i) the number of documents in cluster {

which according to the ground truth actually belong to cluster ¢, the purity is:

1 )
P(q) = S nl(i) - max ”l(l) (8)

Purity is a measure to evaluate one cluster only, so for an entire cluster
analysis it is necessary to compute some kind of aggregation, e.g. the average
purity.

Mutual Information: Mutual Information is another common measure to eval-
uate the consensus of a clustering with a ground truth. Given a collection of n
documents based on g different templates and the cluster analysis grouped them
in k different clusters, the mutual information is:

k g (h)

1 () ny

MI=— n,  log,. -

" ; }; l o Zf:l ”gh) : Zﬁzl ”l(])

As the results of the k-median algorithm depend on the random initial con-

figuration we applied this algorithm 100 times and took the average performance

for comparison with the single linkage algorithm. Table 2 shows the results for a

clustering with k set to 5. RTDM is providing the best results, followed by the

path measure. However, no distance measure allows the centroid based k-median
approach to generate a perfect cluster configuration.

Single linkage clustering is performing far better. Extracting from the result-

ing dendrogram five clusters allows a perfect clustering under some measures as

n

(9)




Table 2. Evaluation of k-median clustering based on the different distance measures
for k =5 (Average of 100 repetitions).

Distance Measure |RTDM| TV| CP| CPS| LCTS| CTSS
Rand Index 0.9608(0.9399(0.9560{0.9140(0.9157|0.9293
Avg. Purity 0.9613(0.9235(0.9535{0.9057(0.8629|0.9218
Mutual Information| 0.1444|0.1354(0.1432|0.1302(0.1250{0.1350

shown in table 3. All measures except RITDM and tag vector group together ex-
actly the documents based on the same templates. We can deduce that for those
measures, single linkage is a better way to form clusters for template based
documents.

Table 3. Evaluation of single linkage clustering for five clusters.

Distance Measure |RTDM| TV| CP| CPS| LCTS| CTSS
Rand Index 0.9200{0.9200(1.0000{1.0000{1.0000{1.0000
Avg. Purity 0.9005{0.9005(1.0000{1.0000{1.0000{1.0000
Mutual Information| 0.1287(0.1287|0.1553|0.1553(0.1553|0.1553

As mentioned above, it is usually not known how many different templates
occur within a set of documents. Therefore, we analysed the distributions of dis-
tances within each distance matrix. The graphs in figure 4 show the histograms of
the distance distributions using a logarithmic scale. Some of the measures show
gaps (distances which never occur) between higher and lower distances. In par-
ticular the paths shingle and the tag sequence shingle measure show clear gaps,
the paths distance measure even two gaps. Tag sequence, RTDM and the tag
vector distance do not have such a clear gap in their distance histogram, which
corresponds to their lower scores for the Dunn index and the more problematic
2D configuration retrieved when using MDS.

Assuming these distributions to be typical we evaluated the single linkage
method with a clustering threshold of 0.6 for the path shingle measure, a thresh-
old of 0.85 for the tag sequence shingle measure and with a thresholds of 0.7 and
0.9 for the paths measure. The latter threshold turned out to be a too low thresh-
old and resulted in three clusters only. Table 4 shows that beside this exception
the gaps do really correspond to a separation of the ground truth clusters. So
choosing the distance threshold accordingly for a single linkage clustering results
in perfect groups of documents which are based on the same template.

5 Conclusions and Future Works

We compared different distance measures and clustering methods for grouping
together web documents which are based on the same template. Though tree edit
distance measures are often referred to as the most suitable measures to compare
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Table 4. Evaluation of single linkage with a distance threshold chosen according to
the gaps in the distance histograms.

Distance Measure CP CP| CTSS| CPS
Threshold 0.7 0.9/ 0.85 0.6
Clusters 5 3 5 5
Rand Index 1.0000{0.7600{1.0000|1.0000
Avg. Purity 1.0000{0.7778{1.0000(1.0000
Mutual Information|0.1553|0.1296{0.1553|0.1553

HTML documents, it turned out that for the given purpose some simpler mea-
sures perform better. The paths, the path shingle and the tag sequence shingle
measures in combination with a single linkage clustering deliver perfect results.
While the computational cost for the tag sequence shingle approach is higher
than for the other two, the gap in the distance histogram, the MDS analysis and
the Dunn index hint to a better separation of the clusters.

We intend to confirm these results on a larger scale, incorporating more
documents and more different underlying templates. Another issue for future
research is to find a possibility for a more fine grained cluster analysis. The
distance histogram analysis and some first experimental approaches did not yet
provide a way of comparable quality on how to cluster the category caused
template variations within the single web sites.
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