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Abstract. Information Retriev al systems sp end a great e�ort on de-

termining the signi�can t terms in a do cumen t. When, instead, a user

is lo oking at a do cumen t he cannot b ene�t from suc h information. He

has to read the text to understand whic h w ords are imp ortan t. In this

pap er w e tak e a lo ok at the idea of enhancing the p erception of w eb

do cumen ts with visualisation tec hniques b orro w ed from the tag clouds

of W eb 2.0. Highligh ting the imp ortan t w ords in a do cumen t b y using a

larger fon t size allo ws to get a quic k impression of the relev an t concepts

in a text. As this pro cess do es not dep end on a user query it can also

b e used for explorativ e searc h. A user study sho w ed, that already simple

TF-IDF v alues used as notion of w ord imp ortance help ed the users to

decide quic k er, whether or not a do cumen t is relev an t to a topic.

1 In tro duction

Researc h on Information Retriev al (IR) systems aims at helping users to satisfy

their information needs. One imp ortan t task in the underlying theoretical mo d-

els is to determine the � generally sp eaking � imp ortan t terms in an indexed

do cumen t. This kno wledge is then used to compute the relev ance of a do cumen t

to a giv en query .

But, once the user has selected a do cumen t from the result list of a searc h

engine, he cannot access an y longer the IR system's notion of w ord imp ortance.

He has to tak e a lo ok at the do cumen t and judge b y himself, whether it really

is relev an t to his information need. This is ev en more the case for explorativ e

searc h, where the user bro wses along some reference structures and do es not

form ulate a query at all.

W eb designers, ho w ev er, are a w are that users usually do not really r e ad do c-

umen ts on the w eb. Initially a user only sc ans a do cumen t [1, 2]. This means to

pass with the ey es o v er the screen quic kly and pic k up bits and pieces of la y out,

images or w ords here and there. Only if this quic k sc anning pro vides the user

with the impression that it is w orth while to actually read the en tire text, he

pro ceeds.



On the other hand, a study on users' information seeking b eha viour on the

w eb [3] rev ealed, that the text con ten ts are the most useful feature in w eb do c-

umen ts to judge relev ance. Unfortunately , when scanning a w eb do cumen t, its

plain text parts usually do not attract m uc h atten tion.

This pap er prop oses to supp ort the user in the task of visually scanning a

do cumen t emplo ying tec hniques similar to the ones used in tag clouds. Based on

a TF-IDF mo del, w e calculate the imp ortance of eac h w ord in a w eb do cumen t

and displa y it with a resp ectiv ely larger or smaller fon t size. These do cument

wor d clouds allo w a user to p erceiv e m uc h faster, whic h w ords in a do cumen t

distinguish its con ten t. W e implemen ted a desktop h ttp pro xy serv er to anal-

yse w eb do cumen ts on-the-�y and con v ert them in to w ord clouds. Hence, users

can use this visualisation enhancemen t transparen tly while bro wsing the w eb.

F or ev en tually reading a do cumen t, the system allo ws to con v ert it bac k in to

its normal state. A small exp erimen t sho w ed, that with this kind of do cumen t

visualisation, users can decide quic k er, whether or not a do cumen t is relev an t to

a giv en topic.

W e pro ceed as follo ws: after a brief lo ok at related w ork in 2, w e describ e our

notion of w ord imp ortance based on TF-IDF in 3. In section 4 w e use the w ord

imp ortance to turn w eb do cumen ts in to do cumen t w ord clouds. This section also

explains the design of our h ttp pro xy implemen tation. In 5 w e �nally analyse

users' exp erience with this do cumen t represen tation b efore concluding the pap er

in 6.

2 Related W ork

The study of T om bros, Ruth v en and Jose [3] analysed whic h factors in�uence a

user's relev ance decision in a w eb con text. Examining the information seeking

b eha viour of 24 users, they found out that features in the text and structure of

a w eb do cumen t are considered most useful in relev ance judgemen ts. Another

in teresting result: while a do cumen t's text in general w as men tioned in 44% of

the cases to b e a useful relev ance hin t, the sub-categories titles/he ad lines and

query terms w ere men tioned only in 4.4% and 3.9% resp ectiv ely .

Highligh ting the query terms in retriev ed do cumen ts with a coloured bac k-

ground is a common w a y to supp ort a user in scanning a do cumen t for relev ance.

Go ogle's w eb searc h, for instance, is highligh ting query terms in do cumen ts re-

triev ed from its cac he. Ogden et al. [4] analysed ho w suc h a highligh ting help ed

users in a relev ance judgemen ts in com bination with a th um bnail visualisation

of the do cumen t. Dziadosz and Raman [5] tried to help users to mak e their rel-

ev ance decision already a step earlier. They extended a classical result list of a

w eb searc h engine with th um bnail previews of the do cumen ts. The com bination

of th um bnail and text summaries allo w ed the users to mak e more reliable deci-

sions ab out a do cumen t really b eing relev an t to their information need. All these

approac hes, ho w ev er, dep end on a user form ulated query and are not suitable

for explorativ e searc h.



T ag clouds are a common visualisation metho d in the W eb 2.0 comm unit y .

They alphab etically list user annotations (tags) of do cumen ts, pictures, links or

other online con ten ts. The imp ortance of the tags, i.e. ho w often they ha v e b een

used to annotate con ten ts, is visualised, to o. More imp ortan t tags are represen ted

with a larger fon t size or di�eren t colours. In this w a y , tag clouds pro vide a v ery

quic k impression of trends or �hot topics�.

Researc h on tag clouds is relativ ely scarce. Publications in this con text often

merely use the tags as a resource for data-mining tasks (e.g. in [6]). The visual

e�ects used in tag clouds w ere analysed b y Bateman, Gut win and Necen ta [7].

They found that fon t-size, fon t-w eigh t and in tensit y had the strongest visual

in�uence on a user's p erception of imp ortance. Viégas and W atten b erg [8] discuss

tag clouds from the p oin t of view of visualisation tec hniques. Not originating

from a visualisation researc h bac kground, they sa y , tag clouds break some �golden

rules�. Ho w ev er, giv en their success and wide adoption, one has to recognise their

e�ectiv eness.

Our metho d to determine w ord imp ortance is based on classical TF-IDF

w eigh ts. This concept can b e found in virtually ev ery standard IR b o ok. F or

details and further reading w e refer to the v ery go o d in tro duction of Manning,

Ragha v an and Sc h ütze [9]. Though a classical metho d it is still applied in curren t

researc h to determine imp ortan t w ords in w eb do cumen ts. In [10], do cumen t

terms are connected to Wikip edia categories to determine the general do cumen t

topic. The in�uence of the categories assigned to eac h term is w eigh ted b y TF-

IDF v alues of the terms. So, the authors imply a correlation b et w een the TF-IDF

v alues of the terms and their imp ortance for the topic of the do cumen t.

T o determine whic h parts of a do cumen t to include in the calculation of

w ord imp ortance, w e use con ten t extraction tec hniques. W e adopted the fast

TCCB algorithm [11] with optimised parameter settings [12]. F or term nor-

malisation w e used stemmer implemen tations pro vided b y the Sno wball pro ject

(h ttp://sno wball.tartarus.org/): the P orter stemmer [13] for English do cumen ts

and the pro ject's stemmer for German language.

3 Determining W ord Imp ortance

Our aim is to highligh t those w ords in a do cumen t, whic h are more imp ortan t

than others, i.e. whic h distinguish a particular do cumen t from other do cumen ts.

The concept of w ord imp ortance in a do cumen t can b e mapp ed on to term

w eigh ting in an IR system. E�ectiv ely , here w e are going to use a simple TF-

IDF sc heme. F or eac h term t w e determine its do cumen t frequency df (t) , i.e. in

ho w man y do cumen ts of a corpus of size N it app ears (w e come to the question

of whic h corpus to use in 4.2). F or a giv en do cumen t d w e then determine the

term frequency tf d(t) , i.e. w e coun t ho w often the term app ears in this particular

do cumen t. The TF-IDF w eigh t for term t in do cumen t d is de�ned as:

TF-IDF d(t) = tf d(t) � log
N

df (t)



This form ula describ es a classical w eigh ting sc heme for terms in a v ector space

IR mo del. If a query term matc hes an index term with a high TF-IDF v alue, the

corresp onding do cumen ts obtain a higher relev ance score. The in ten tion b ehind

this scoring is, that a term with a high TF-IDF score describ es the do cumen t

v ery w ell � esp ecially in comparison to other do cumen ts in the corpus. Hence, w e

adopt TF-IDF v alues of the terms in a do cumen t as a notion of w ord imp ortance.

Note, that w e can do this without ha ving the user ha v e form ulated a query .

4 Creating Do cumen t W ord Clouds

The idea of do cumen t w ord clouds is to transfer the visualisation idea of tag

clouds to w eb do cumen ts. Instead of visualising tags, w e mo dify the fon t size of

the w ords con tained in the do cumen t itself. Instead of using the frequency of tag

assignmen ts to determine ho w large to write a w ord, w e use the ab o v e explained

notion of w ord imp ortance. And instead of sorting the terms alphab etically � as

done in tag clouds � w e lea v e their order unc hanged.

T o actually turn a w eb do cumen t in to a do cumen t w ord cloud, w e imple-

men ted an h ttp pro xy serv er for on-the-�y analysis and mo di�cation of do cu-

men ts. Em b edding the system in a pro xy serv er is a v ery �exible solution as

it is en tirely indep enden t of b oth sides: the bro wser clien t and the w eb serv er.

Figure 1 sk etc hes the system and w e pro ceed with a detailed explanation on ho w

it w orks.

Fig. 1. Our pro xy analyses and mo di�es do cumen ts on-the-�y .



4.1 Do cumen t Prepro cessing

After forw arding a clien t's request to a serv er and receiving the according re-

sp onse, the pro xy do es not deliv er the do cumen t directly bac k to the clien t, but

�rst analyses and ev en tually mo di�es it.

Therefore, w e �rst need to determine the terms in the do cumen t. Exploiting

the inheren t do cumen t structure of HTML, w e tok enise the con ten ts in to w ords,

using white space c haracters, sen tence and paragraph delimiters and pa ying at-

ten tion to some particularities lik e abbreviations. The resulting tok ens are then

normalised via case folding. With a simple and fast heuristic w e determine the

language of the do cumen t: w e assume the do cumen t to b e in the language in

whic h it con tains the most stop w ords. The implemen ted system so far con tains

stop w ord lists for English and German, but can easily b e extended to other lan-

guages

1

. Once w e kno w whic h language w e are dealing with, w e apply a stemmer

to �nally obtain the terms w e use for indexing and TF-IDF calculation.

4.2 Corpus

T o calculate TF-IDF for the terms in the do cumen t w e need a corpus o v er whic h

to calculate the do cumen t frequencies df (t) . A ctually , as w e distinguish b et w een

do cumen ts in di�eren t languages, w e need sev eral corp ora: one for eac h language.

One option is to pro vide a standard corpus for eac h language. These corp ora

w ould ha v e to pro vide represen tativ e frequencies for a large c hoice of w ords. This

approac h has t w o disadv an tages. First, from a practical p oin t of view, it is di�-

cult to pro vide and handle suc h a corpus. Probably all a v ailable corp ora ha v e a

bias to w ards some topics. F urther, to store and lo ok up do cumen t frequencies in

suc h a large corpus, w ould result in a higher demand for computational and stor-

age resources. This w ould mak e it more di�cult to use the system as a desktop

pro xy and migh t require a dedicated high-end mac hine. The second disadv an-

tage is more user sp eci�c. Ev en if w e could pro vide and e�cien tly handle suc h

an ideal corpus, it migh t not b e suitable for an individual user. If, for instance,

a user is mainly in terested in a particular topic, the terms in the do cumen ts

he lo oks at ha v e v ery di�eren t do cumen t frequencies. Sa y , the user is in terested

mainly in p ortable computers. In this case terms lik e noteb o ok, laptop or net-

b o ok are m uc h less informativ e to the user, than what migh t b e deduced from

their do cumen t frequencies in a standard corpus.

An alternativ e is to build the reference corp ora while the user bro wses the

w eb. As the pro xy tok enises and analyses eac h do cumen t an yw a y , w e can k eep

trac k of the do cumen t frequency of eac h observ ed term. In this w a y , w e can

op erate on a corpus that also re�ects the user's in terests. As in the b eginning

suc h a con tin uously extended corpus is v ery small considering the n um b er of

terms seen so far, the �rst few bro wsed do cumen ts will b e analysed on a basis of

prett y distorted do cumen t frequencies for the con tained w ords. A ccordingly , also

the TF-IDF v alues will b e distorted. Hence, a con v ersion in to do cumen t w ord

1

Pro vided the concept of stop w ords exists in these languages.



clouds mak es sense only after the corpus has reac hed a certain size. Empirically

w e found out, that already a corpus of around 3,000 to 4,000 unique terms w as

su�cien t to obtain reasonable results in do cumen t visualisation.

Both alternativ es ha v e their adv an tages and disadv an tages. F or our pro xy

system w e c hose the latter option of building the corpus during run time. Ho w-

ev er, a third option w ould b e to com bine b oth approac hes: to start with a small

general corpus and to extend it constan tly with newly bro wsed do cumen ts.

4.3 Do cumen t Rewriting

On the tec hnical side of actually rewriting a do cumen t d w e �rst need to calculate

the actual TF-IDF v alues of its terms. The term frequencies tf d(t) are obtained

b y coun ting the term app earances in the do cumen t. The do cumen t frequencies

df (t) are stored in cen tral data structure along with the corpus' size. This is all

the data needed to compute the imp ortance of a particular w ord in the do cumen t.

Once w e kno w the imp ortance of eac h w ord in the do cumen t, w e can turn

the do cumen t in to a w ord cloud. Those w ords with a relativ e high imp ortance,

i.e. TF-IDF v alue, will b e written larger, while those with lo w v alues are written

smaller.

T o obtain alw a ys similar results in fon t size and in the distribution of large

and small w ords, w e normalise the TF-IDF v alues in to k classes. Within eac h

of these imp ortance classes, w e will displa y all w ords with the same fon t size.

The terms with the lo w est imp ortance are alw a ys assigned to the lo w est class,

the highest TF-IDF v alue in the do cumen t corresp onds to the highest class. The

parameter k can b e set b y the user. F or our user test w e found a setting of k = 10
to pro vide enough imp ortance classes.

The assignmen t of terms in to the classes follo ws a logarithmic sc heme. Giv en

the highest TF-IDF v alue wmax and the lo w est v alue wmin , a term with a TF-IDF

v alue of t is assigned to the class:

class (t) = b
�

t � wmin

wmax � wmin

� �

� kc

The parameter � in�uences the distribution in to the imp ortance classes. The

higher the v alue the smaller is the prop ortion of larger written w ords. In our

tests w e used a v alue of � = 1 :2 whic h pro duced w ell balanced do cumen t w ord

clouds.

In order to c hange the fon t size, eac h w ord in the do cumen t b o dy is wrapp ed

in to span tags. These span elemen ts all ha v e a class attribute with a v alue

represen ting the imp ortance class of the con tained w ord. Once the w ords are

mark ed in this w a y , the do cumen t is extended with CSS directiv es. The CSS

causes the fon t size of the texts inside the span elemen ts to b e increased or

decreased according to the imp ortance class and relativ e to its normal fon t size.

After these transformations the pro xy serialises the do cumen t in to an h ttp mes-

sage and returns it to the clien t who requested it in the �rst place.



Concerning run time, the whole pro cess is unproblematic. The analysis of

the do cumen t, its tok enisation in to terms, computation of TF-IDF v alues, the

annotation of the w ords, the do cumen t's extension with CSS directiv es and its

serialisation usually tak es less than a second. So, the users do not feel big dela ys

when bro wsing the w eb via our pro xy .

4.4 The User's Side

In the clien t bro wser the do cumen ts lo ok lik e the one sho wn in �gure 2. The

screenshot demonstrates nicely ho w imp ortan t w ords are written larger, while,

for instance, stop w ords are v ery small.

F or the purp ose of reading the do cumen t, the pro xy additionally em b eds

some Ja v aScript and HTML co de. A small button calls a Ja v aScript function

whic h resets the fon t sizes of all w ords to their normal v alue. This zo oming b ack

is realised in a smo oth, gradual w a y . Suc h a smo oth transition to the normal

do cumen t represen tation turned out to b e less confusing for the user.

Alternativ ely to the em b edded button, the pro xy can also b e con�gured to

let the do cumen ts zo om bac k in to their normal state automatically after a preset

timeout.

4.5 Optimisation

When analysing our �rst do cumen t w ord clouds w e noticed some un w an ted ef-

fects. P articularly those terms in headlines sho w ed relativ ely high do cumen t

frequencies. Hence, they w ere displa y ed extraordinarily small. The reason w as,

that headlines are often used as anc hor texts in the na vigation men us or related

links lists of other do cumen ts. Similarly , the terms in na vigation men us also dis-

torted the term frequencies within a do cumen t and caused insigni�can t w ords

to b e displa y ed larger. In other cases, this happ ened b ecause a term app eared

in a legal disclaimer or in adv ertisemen ts.

T o o v ercome these problems, w e restricted the analysis of term frequency

and do cumen t frequency to those parts of the do cumen ts whic h con tain the

main text con ten t. Therefore, w e used the TCCB con ten t extraction algorithm

[11, 12]. Though, TCCB do es not alw a ys outline the main con ten t precisely ,

its inclusion in the prepro cessing phase help ed to o v ercome the problems w e

observ ed. F urther, w e also used it to determine whether a do cumen t con tains a

long text con ten t at all. If the main con ten t is comp osed of to o few w ords, w e

do not mo dify the do cumen t at all, as it do es not ha v e a textual main con ten t

or the text is to o short for a reasonable analysis.

5 User Exp erience

In order to �nd out, whether the do cumen t w ord cloud approac h really supp orts

users in relev ance decisions, w e conducted a small user test. The users w ere

sho wn a series of do cumen ts in a normal or a w ord cloud represen tation. Their



Fig. 2. P art of the ECDL 2009 call for con tribution con v erted in to a do cumen t w ord

cloud.

task w as to decide as fast as p ossible if a do cumen t b elonged to a giv en topic. So,

the users had to mak e a simple y es/no decision. They w ere not told, that larger

w ords in the do cumen t w ord clouds represen ted signi�can t w ords. In order to

�nd out, ho w fast and reliable the users could judge the relev ance of a do cumen t

for a giv en topic w e measured the time they needed to mak e their decision and

whether their decision w as correct.

As do cumen ts w e used articles tak en from a German online news w ebsite.

The corpus for calculating w ord imp ortance w as a larger collection of 1,000

news articles from the same w ebsite. All do cumen ts consisted of a headline,

a teaser paragraph and the full article b o dy . The topic categories w ere cars



(test rep orts), cell phones (hardw are, service pro viders), economics (in ternational

economic p olicies, large companies) and tv/mo vies (actors, directors, �lms). F or

all do cumen ts it w as rather clear whether they actually b elonged to the topic

or not. Ho w ev er, for some do cumen ts already the headline con tained go o d hin ts

for a decision, for others it w as necessary to read parts of the article b o dy .

W e had 14 participan ts in the test. They w ere all familiar with do cumen ts

in a w eb en vironmen t, sev eral knew the concept of tag clouds. Eac h user w as

giv en �v e do cumen ts for eac h of the four topics. So, they had to judge a total

of 20 do cumen ts eac h. W e divided the users in t w o groups of equal size. The

�rst group w as pro vided with do cumen ts in the standard format (large headline,

a b old written teaser paragraph and plain text for the article) for the topics

tv/mo vies and economics, while the do cumen t for the topics cars and cell phones

w ere sho wn as do cumen t w ord clouds. Group t w o had the same do cumen ts, but

based on the resp ectiv ely other presen tation st yle.

T able 1 lists the time the users needed for their relev ance decision. It lists the

users as U1 to U14 and the do cumen ts D1 to D20 for the purp ose of reference

in the follo wing discussion of the results. The table also indicates the tendency ,

whether a user made his decision faster (+), slo w er (-) or more or less in the

same time (0) when presen ted with do cumen t w ord clouds. Note, that the second

user group actually sa w the do cumen ts D11 to D20 �rst and in their normal

represen tation, b efore getting do cumen ts D1 to D10 as w ord clouds.

W e can observ e, that do cumen t w ord clouds allo w a quic k er relev ance deci-

sion. On a global a v erage, the candidates to ok their relev ance decision on do c-

umen t w ord clouds ab out 0.32 seconds faster. Giv en the a v erage decision time

of 3.1 seconds on the normal do cumen t format, this means a 10% quic k er deci-

sion. Lo oking at the a v erage time eac h individual user needed to mak e her or

his judgemen t in �gure 3, w e see that t w o users (U1, U8) to ok longer for their

decision with the cloud represen tation, four (U7, U9, U11, U14) to ok more or

less the same time and eigh t w ere faster. F or �v e users the impro v emen ts are

statistically signi�can t.

Also with the fo cus on the single do cumen ts in �gure 4 the impro v emen t can

b e measured. F or t w o do cumen ts (D2, D5) the decision to ok longer if they w ere

presen ted as do cumen t w ord clouds, for four (D8, D10, D12, D17) there w as no

notable di�erence, and for the remaining 14 the resp onses came quic k er. Do cu-

men t D2 to ok signi�can tly longer to assess relev ance in its cloud represen tation.

The problem w as, that most of the highligh ted w ords (though sp eci�c for the

actual con ten t of the do cumen t) did not allo w a clear negativ e answ er, whic h w as

exp ected and ev en tually giv en for this do cumen t. Ho w ev er, for �v e do cumen ts

the time impro v emen ts are statistically signi�can t.

In follo wing-up in terviews, most users said, the larger fon t-size attracted

their atten tion and made them fo cus on theses w ords. A ccordingly , they also

men tioned the imp ortance of highligh ting those w ords in a do cumen t, whic h

actually aid a decision. Some users (U1, U3, U8, U9 ) said, they did not �trust�

the larger w ords. So, they tried to read the text in the standard fashion left to

righ t and top do wn. As w e did not pro vide the option to switc h to the normal



T able 1. Time needed for relev ance decisions (in seconds). Group 1 sa w the categories

cars and cell phones as do cumen t w ord clouds, group 2 the categories tv/mo vies and

economics.

user group 1 user group 2

do cumen ts U1 U2 U3 U4 U5 U6 U7 U8 U9 U10 U11 U12 U13 U14

tv/mo

vies

D1 3.01 3.30 2.39 2.18 2.96 2.54 3.93 2.48 1.68 1.65 2.99 1.66 2.96 1.32

D2 2.46 2.25 2.35 2.20 1.87 2.67 2.06 7.77 3.58 1.51 2.30 2.36 5.88 2.29

D3 2.61 3.48 1.69 3.69 2.11 4.86 3.25 3.97 3.86 1.43 3.19 2.68 2.97 2.62

D4 2.22 3.94 3.13 6.67 4.26 4.16 4.77 3.26 2.75 1.71 2.13 3.77 3.20 1.81

D5 3.14 8.17 3.78 2.13 2.41 2.23 3.34 3.39 2.20 1.75 3.28 4.25 2.63 4.43

economics

D6 1.99 2.48 3.00 4.27 1.68 2.54 2.21 2.68 2.96 1.72 5.20 3.49 2.46 2.72

D7 2.51 2.99 2.47 2.32 1.61 2.63 1.73 2.64 1.78 1.29 2.30 2.06 1.42 1.42

D8 3.27 3.65 2.60 2.55 1.42 3.86 2.42 3.55 4.01 1.57 2.46 2.36 2.58 3.81

D9 2.59 3.79 2.57 2.91 2.23 6.79 3.11 2.82 6.44 1.38 2.50 3.62 1.47 4.51

D10 2.64 2.50 3.85 3.21 1.92 4.20 3.45 4.44 3.66 1.78 3.57 3.15 2.06 3.20

avg. 2.64 3.65 2.78 3.21 2.25 3.65 3.03 3.70 3.29 1.58 2.99 2.94 2.76 2.81

cars

D11 4.42 3.11 3.64 2.96 1.21 2.40 2.89 4.36 3.53 2.77 3.88 2.80 3.77 3.76

D12 3.35 5.04 2.82 2.71 1.55 2.42 3.37 2.64 2.59 2.01 3.79 3.55 3.43 2.68

D13 2.92 3.90 1.60 2.43 1.47 4.03 3.69 3.95 3.01 2.75 4.24 5.52 3.91 2.68

D14 1.76 1.84 1.48 1.78 1.53 2.90 2.48 2.97 3.11 2.19 2.06 2.49 2.10 3.52

D15 2.78 2.18 2.37 1.19 1.35 3.14 2.19 2.36 3.65 1.67 2.44 2.02 2.44 2.13

cell

phones

D16 3.47 5.96 2.68 2.47 2.62 3.36 4.94 8.70 6.38 2.22 2.93 11.11 3.10 3.06

D17 2.78 2.48 1.76 1.42 1.63 1.76 1.88 1.84 2.23 1.25 1.73 2.15 2.07 1.73

D18 2.19 2.03 1.42 2.02 1.98 2.32 2.34 2.17 4.01 1.64 2.04 3.56 1.85 2.17

D19 2.17 2.58 1.92 2.53 2.15 2.51 3.34 2.15 2.12 1.36 4.44 2.78 2.67 3.82

D20 2.50 3.13 2.50 1.85 1.53 4.28 2.64 3.28 2.00 1.51 3.35 3.37 3.67 2.19

avg. 2.83 3.23 2.22 2.14 1.70 2.91 2.98 3.44 3.26 1.94 3.09 3.93 2.90 2.77

tendency - + + + + + 0 - 0 + 0 + + 0

Fig. 3. A v erage time users needed for relev ance judgemen ts on original do cumen ts and

do cumen t w ord clouds.



Fig. 4. A v erage time needed for the do cumen ts to b e judged dep ending on their rep-

resen tation in original or cloud format.

represen tation during the test, reading w as more di�cult and most of those users

to ok longer or w ere at least not faster in their decision.

The users made relativ ely few mistak es in their decision. Only t w o misclassi-

�cation w ere made on the original do cumen ts, and four on the cloud represen ta-

tion. Three of the latter mistak es o ccurred in the topic of econom y news, b ecause

an o�-topic do cumen t (D9) ab out op erating systems men tioned Apple and Mi-

crosoft. In this case, the users to ok those names as a hin t for a business rep ort

ab out those companies. Also other users men tioned, that names of companies

or p ersons are not alw a ys useful in a relev ance judgemen t. So, their usually high

TF-IDF v alues do not necessarily corresp ond to their imp ortance for relev ance

assessmen t.

Finally , some users said, they w ere initially confused b y the un usual cloud

la y out of the do cumen t. Ho w ev er, they also said, that giv en a little more time

they w ould probably get used to it � and then it migh t b ecome v ery helpful.

6 Conclusions

The concept of do cumen t w ord clouds helps users to get a quic k idea of what

a do cumen t is ab out. Inspired b y tag clouds w e write imp ortan t w ords using

a larger fon t-size, while reducing the fon t-size of less signi�can t w ords. As a

measure for w ord imp ortance w e used TF-IDF v alues. The whole pro cess is

indep enden t of a user query , hence, can also b e used for explorativ e searc h. W e

implemen ted a h ttp pro xy to con v ert w eb do cumen ts on-the-�y in to do cumen t

w ord clouds. The system w as used to create do cumen ts for a user test, in whic h

do cumen t w ord clouds allo w ed the users to mak e relev ance decisions quic k er.



The dev elop ed system can b e extended and impro v ed in sev eral directions.

First of all, it w ould b e in teresting to realise do cumen t w ord clouds on di�eren t,

more sophisticated IR mo dels. T ec hniques to detect named en tities can b e used

to recognise names of p ersons or companies. They usually ha v e a high TF-IDF

v alues but are not alw a ys supp ortiv e for relev ance decisions. Another problem

are longer do cumen ts in whic h the imp ortan t w ords app ear to w ards the end. In

this case, the users do not see an y large written w ords unless they scroll do wn.

A summary at the top or an em b edded th um bnail migh t solv e this problem.

A time-limit for k eeping do cumen ts in the corpus migh t b e an idea for future

researc h, as w ell. It could impro v e the systems p erformance when the in terest of

a user c hanges. More practical issues w ould b e to �netune the determination of

suitable relev ance classes and to include a duplicate or near-duplicate detection

to a v oid indexing the same do cumen t more than once.
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